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India stands at a defining moment in its technological journey. The launch of the India AI 
Mission with an investment of ₹10,371.92 crore signals more than policy commitment, it 
represents a bold vision to position India as a global leader in artificial intelligence. Yet, as with 
any transformative initiative, the critical question is not just how much to invest, but how wisely 
to deploy these resources to maximize impact across the diverse institutional landscape.

AMCHAM India has long championed innovation, knowledge exchange, and strategic 
partnerships between the United States and India. Through engagement with leading 
technology companies, academic institutions, and policymakers across both nations the 
chamber has unique insights into how intelligent infrastructure planning can accelerate AI 
adoption while ensuring inclusive access. This Knowledge paper represents the culmination of 
extensive research, industry consultations, and analysis of successful deployment models from 
around the world.

What distinguishes this framework is its pragmatic recognition of a fundamental reality: not 
all AI workloads require the same computational approach. While graphics processing units 
(GPUs) have rightfully garnered attention for their role in training large models, the majority 
of production AI applications, from agricultural monitoring to healthcare diagnostics to 
educational platforms, can be effectively served through heterogeneous architectures that 
strategically integrate CPUs, GPUs, and neural processing units (NPUs). This nuanced approach 
has the potential to expand institutional access from a few dozen premier centers to hundreds 
of organizations nationwide, while simultaneously reducing total cost of ownership by 20-50%.

The evidence presented here is compelling. Case studies from Fasal's agricultural IoT 
deployment serving 75,000-150,000 acres across 18 states, to CPU-based machine learning 
education programs serving 500+ students at engineering colleges, demonstrate that 
workload-appropriate architecture selection doesn't compromise capability, it amplifies reach. 
International precedents from the UK's AI Research Resource and the EU's AI-on-Demand 
platform further validate that architectural diversity enhances rather than constrains ecosystem 
development.

Perhaps most importantly, this framework addresses equity in access, a principle central to 
AMCHAM's mission. By providing clear guidance for institutions at different maturity tiers, from 
foundation-level organizations beginning their AI journey to leadership institutions operating 
cutting-edge research facilities, this creates pathways for meaningful participation across India's 
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educational and economic spectrum. This graduated approach ensures that AI's transformative 
potential reaches not just metropolitan research centers, but also Tier-2 and Tier-3 cities, rural 
institutions, and resource-constrained organizations.

The four pillars outlined in this document, workload-centric classification, strategic architectural 
mapping, cross-interaction paradigm, and progressive implementation, provide actionable 
methodology for policymakers, academic leaders, industry practitioners, and technology 
providers. These aren't theoretical constructs, but practical frameworks validated through real-
world deployments and grounded in industry best practices.

As we look toward India's AI future, AMCHAM remains committed to fostering dialogue 
between stakeholders, facilitating knowledge transfer, and advocating for evidence-based 
policy frameworks that balance innovation with inclusion. The IndiaAI Mission's #AIForAll vision 
resonates deeply with the belief that technological advancement should create opportunity for 
all, not privilege for a few.

We invite policymakers, educators, industry leaders, and innovators to engage thoughtfully 
with the insights presented here. The path to AI leadership runs not through uniform solutions 
but through intelligent deployment that recognizes India's unique strengths: demographic 
dividend, institutional diversity, and capacity for innovation under resource constraints. By 
making strategic architectural choices today, it lays the foundation for an inclusive, innovative, 
and globally competitive AI ecosystem that will define India's technological trajectory for 
decades to come.

Ranjana Khanna 
Director General CEO 

AMCHAM India

The American Chamber of Commerce in India (AMCHAM) is the apex chamber of 
U.S. industry in India. Established in 1992, AMCHAM has over 400 members spread all 
over the country. The incumbent U.S. Ambassador to India is the Honorary President 
of AMCHAM. Country Heads of leading U.S. companies constitute the elected National 
Executive Board. The chamber's mission is to assist member companies to succeed in India 
through advocacy, information, networking and business support services. AMCHAM is 
headquartered in New Delhi and has regional chapters in Bengaluru, Chennai, Hyderabad, 
Kolkata, Mumbai and Pune.
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EXECUTIVE SUMMARY

The India AI Mission's ₹10,371.92 crore investment represents a transformative opportunity to 
position India as a global AI leader. Success depends on strategic compute resource allocation 
across diverse institutional needs and use cases. This report presents a comprehensive 
framework advocating heterogeneous, workload-aware deployment models that strategically 
integrate Central Processing Units (CPUs), Graphics Processing Units (GPUs), and Neural 
Processing Units (NPUs).

Expanding Infrastructure Choices: While GPUs have driven remarkable AI breakthroughs and 
remain essential for training large models and high-throughput parallel processing, analysis 
by industry suggests that 30-50% of inference workloads can be efficiently served by CPUs 
with similar performance and 20-40% cost savings. Since inference workloads dominate most 
production AI applications, this represents a significant opportunity to expand access by 
matching workloads to optimal architectures.

The framework addresses a practical reality — organizations often default to GPU infrastructure 
for all AI workloads regardless of actual computational requirements. In practice, many 
applications, biometric authentication systems, document workflows, agricultural monitoring, 
and patient monitoring, can be effectively served by CPUs or NPUs, reserving GPU resources for 
workloads that truly require massive parallel processing.

Built on four foundational pillars, 1) workload-centric classification, 2) strategic architectural 
mapping, 3) cross-interaction paradigm, and 4) progressive implementation, this framework 
demonstrates how intelligent architectural integration can significantly reduce total cost of 
ownership, increase institutional access, and accelerate innovation across sectors.

By expanding the range of viable compute options and matching workloads to optimal 
architectures, India can achieve the IndiaAI Mission's #AIForAll vision while amplifying AI's 
projected economic contribution through broader, more efficient deployment.
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Context: Understanding AI Compute Architecture Landscape
Modern AI relies on three complementary compute architectures, each optimized for specific 
computational patterns:

Central Processing Units (CPUs) excel at sequential processing, complex branching logic, 
and general-purpose computing. With extensive software ecosystems and compatibility with 
existing enterprise systems, CPUs remain essential for traditional machine learning, data 
preprocessing, and applications requiring sophisticated control logic. Modern server-grade 
CPUs cost ₹60,000-2.5 lakhs per unit.

Graphics Processing Units (GPUs) feature thousands of cores optimized for parallel processing, 
making them essential for matrix operations underlying neural network training and large-
scale inference. GPUs have driven the AI revolution and remain indispensable for frontier 
model development, real-time parallel processing, and compute-intensive vision and language 
workloads. High-end data center GPUs cost more than ₹30-50 lakhs per unit (reflecting 
2025 market conditions), requiring substantial power (400-700W) and advanced cooling 
infrastructure.

Neural Processing Units (NPUs) represent specialized AI silicon designed for neural network 
inference patterns. Optimized for ultra-low power consumption (5-15W) and high performance-
per-watt, NPUs enable AI capabilities in resource-constrained environments, from mobile 
devices to IoT sensors, with incremental costs of ₹5,000-20,000 when integrated into edge 
devices.

Comparative Analysis

Architecture Strengths Optimal Use Cases Cost (₹) Power (W)

CPU
Sequential processing, 
complex logic, broad 
compatibility

Traditional ML, 
HITL applications, 
data preprocessing, 
administrative systems

60K-2.5L 65-250

GPU
Massive parallel 
processing, deep 
learning performance

Neural network training, 
real-time inference, large-
scale vision/NLP

30-50L 
(More than)

400-700

NPU
Ultra-low power, 
optimized inference, 
edge deployment

Edge inference, IoT 
analysis, mobile/
embedded AI

5K-20K 
(incremental)

5-15

Sources: Market pricing data (2024-2025), vendor specifications
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The Technology-Neutral Principle
This framework adopts technology-neutral principles consistent with NIST AI Risk Management 
Framework and international best practices. Rather than prescribing or restricting specific 
hardware architectures, we advocate for workload-appropriate optimization, selecting 
compute resources based on functional requirements, performance characteristics, and 
deployment contexts. The goal is expanding choice and access across all architectures, enabling 
organizations to select the optimal combination of GPUs, CPUs, and NPUs for their specific 
needs.
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1.1 India's AI Mission and Infrastructure Challenge
The India AI Mission encompasses seven pillars: IndiaAI Compute Capacity, Innovation Centre, 
FutureSkills, Datasets Platform, Application Development, Start-up Financing, and Safe and 
Trusted AI. This multi-faceted approach demonstrates commitment to a vibrant, self-sufficient 
AI ecosystem.

However, India faces distinct challenges: diverse infrastructure readiness across urban/rural 
areas, varying institutional capabilities from premier research universities to emerging colleges, 
budget constraints at state and institutional levels, and technological sovereignty imperatives 
for critical capabilities.

1.2 The Cost of Architectural Mismatch
Analysis of current deployment patterns reveals significant optimization opportunities:

Resource Allocation Efficiency: Industry analysis suggests that 30-50% of inference workloads 
currently running on GPU infrastructure can migrate to CPU-based systems with similar 
performance and 20-40% cost savings per deployment. Since inference workloads dominate 
production AI applications (often 80-90% of compute time), this optimization opportunity is 
significant. At the national scale, strategic architectural selection creates substantial efficiency 
gains, with resources redirectable to innovation, skills development, and broader access 
programs.

Risks of GPU Over-Reliance: Beyond cost inefficiency, GPU-exclusive strategies face additional 
challenges:

	• Energy constraints: GPUs consume 400-700W vs. 65-250W for CPUs, creating operational 
cost burdens and environmental impacts

	• Supply chain vulnerabilities: Concentrated dependency on limited GPU vendors creates 
procurement risks and geopolitical exposure

	• Access barriers: High capital requirements (₹30-50 lakhs per unit) exclude smaller 
institutions, start-ups, and resource-constrained organizations from AI ecosystem 
participation

The Strategic Imperative: 
Optimizing India's AI 
Investment

1
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Real-World Application Diversity: Consider a typical Indian healthcare institution 
implementing AI across multiple functions: medical imaging analysis (GPU-optimal for parallel 
visual processing), patient record processing (CPU-optimal for sequential logic and enterprise 
integration), and remote monitoring via wearables (NPU-optimal for power-constrained edge 
deployment). A heterogeneous strategy enables comprehensive AI capabilities by deploying 
each architecture where it excels, rather than forcing all workloads onto a single platform.

Access Through Diversification: Industry surveys indicate that while approximately 70% of 
Indian engineering colleges offer AI/ML programs, GPU access remains limited to 10-15% of 
institutions. By recognizing that not all AI education and research requires GPU infrastructure, 
institutions can begin their AI journey with accessible CPU-based systems while accessing 
shared GPU resources for specialized training needs. This graduated approach expands overall 
ecosystem participation.

International Precedents: The UK's AI Research Resource represents £1+ billion investment 
in diverse supercomputing capabilities, including Isambard-AI which integrates ARM CPUs 
alongside GPUs for workload flexibility. The EU reports 13.5% AI adoption rate in 2024, with 
flexible platforms driving higher SME engagement than GPU-exclusive approaches. These 
examples demonstrate that architectural diversity enhances rather than constrains AI 
ecosystem development and accelerators, recognizing workload diversity. The EU's AI-on-
Demand platform achieves SME adoption rates 3x higher than GPU-exclusive regions through 
architectural flexibility.

Strategic heterogeneous deployment addresses these challenges by matching each 
workload to its optimal architecture, maximizing IndiaAI Mission impact while ensuring broad 
accessibility.
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2.1 Pillar 1: Workload-Centric Classification
Optimal AI compute strategy requires systematic workload classification based on 
computational requirements and deployment contexts. Industry benchmarking frameworks 
like MLPerf provide standardized tools for assessing workload characteristics and matching 
them to appropriate architectures.

The framework categorizes applications by three Interaction Modalities:

Real-Time Agentic Interactions require immediate, low-latency responses (interactive 
assistants, real-time translation, autonomous systems). These demand GPU acceleration for 
parallel processing.

Human-in-the-Loop (HITL) Processing involves collaborative workflows where humans and 
AI work together (legal research, medical diagnosis support, educational content). These 
emphasize accuracy and seamless integration, optimally served by CPU-centric architectures.

Edge Data Processing occurs at collection points with limited connectivity (agricultural 
monitoring, IoT analysis, remote healthcare). Priorities include power efficiency and 
autonomous operation, matched to NPU design.

Architecture-to-Workload Mapping

Architecture Optimal Scenarios Selection Considerations

CPU
Traditional ML; HITL applications; 
data preprocessing; administrative 
systems; business intelligence

Complex branching logic? Enterprise 
integration critical? Sequential 
processing? Comprehensive audit 
trails needed?

GPU
Neural network training; real-time 
agentic systems; large-scale vision/
NLP; frontier model development

Massive matrix operations? Real-time 
parallel processing essential? Training 
large models or high-throughput 
inference?

NPU
Edge inference; IoT analysis; 
mobile/embedded AI; power-
constrained environments

Power efficiency paramount? Limited 
connectivity operation? Primarily 
inference workload? Strict power/
cooling constraints?

The Four Pillars of 
AI Democratization2
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2.2 Pillar 2: The Cross-Interaction Paradigm
Optimal performance emerges not from singular architectural choices but from strategic cross-
interaction between processing units. This heterogeneous approach represents AI engineering 
evolution, where intelligent orchestration creates substantial efficiency gains.

Integration Models

Heterogeneous Computing: Advanced systems employ different units for different 
components. A smart city traffic system might use NPUs for real-time sensor processing, CPUs 
for traffic pattern analysis and municipal system integration, and GPUs for complex predictive 
modeling.

Pipeline Architectures: Workflows structure as pipelines with different processing stages. 
Document analysis might use NPUs for text extraction, CPUs for linguistic analysis and business 
logic, and GPUs for semantic understanding at scale.

Dynamic Load Balancing: Sophisticated systems implement intelligent routing based on 
current system load, task complexity, performance constraints, and cost optimization.

2.3 Pillar 3: Progressive Implementation and Institutional 
Maturity
Rather than prescribing uniform infrastructure, the framework provides a tiered approach 
acknowledging diverse capabilities and budgets. The Institutional Maturity Model offers guiding 
questions enabling strategic decisions.

Four Maturity Tiers

Tier 1 - Foundation (limited expertise): Cost-effective CPU implementations with shared GPU 
access

	• Guiding questions: Primary use cases? Sequential vs parallel workloads? Enterprise 
integration needs? Capital, expertise, or infrastructure constraints?

	• Example: Engineering college with limited budget for CPU infrastructure enabling 
comprehensive ML education, cloud GPU for specialized modules

Tier 2 - Development (expanding capabilities): Hybrid CPU-NPU with shared/cloud GPU

	• Guiding questions: New workload categories targeted? Edge/IoT applications needing 
NPU? GPU performance advantage cases? Timeline and skill gaps?

	• Example: Logistics company with CPU optimization with slightly larger budget, NPU edge 
devices, shared GPU for analytics

Tier 3 - Advanced (significant expertise): Multi-architecture CPU-GPU with NPU integration

	• Guiding questions: Workload portfolio composition? Performance-per-rupee impact? 
Compute vs data constraints? Emerging research areas?

	• Example: Pharmaceutical institute with enterprise budget, with GPU clusters, CPU 
databases, NPU patient monitoring
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Tier 4 - Leadership (cutting-edge research): Fully heterogeneous with dynamic balancing

	• Guiding questions: Optimal allocation for maximum impact? Shared vs dedicated 
resources? Balance cutting-edge vs emerging tech? Role in indigenous AI development?

	• Example: IIT hub with advanced GPUs, extensive CPU, NPU platforms, dynamic 
orchestration

2.4 Pillar 4: Integration with IndiaAI Mission
The framework aligns with the IndiaAI Mission's seven pillars, with particular relevance given 
proposed expansion of mission funding. Recent policy discussions in September 2025 suggest 
potential doubling of allocated resources to ₹20,000+ crores, making strategic deployment 
optimization even more critical. As of October 2025, approximately 38,000 GPUs have been 
deployed through the mission, with procurement continuing to expand capacity.

IndiaAI Compute Capacity: Recommend diversified allocation, 40% GPU for training and 
frontier research, 35% CPU for HITL and traditional ML, 25% NPU for edge and distributed 
deployment. Include shared GPU pools enabling institutions to access frontier compute 
without ownership costs.

IndiaAI Innovation Centre: Domain-specific models benefit from heterogeneous approaches, 
agriculture SLMs on NPU edge devices, healthcare models integrating CPU clinical logic with 
GPU imaging analysis, multilingual models optimized for efficient CPU/NPU inference.

IndiaAI FutureSkills: Workforce development requires exposure to diverse architectures, CPU-
based ML fundamentals accessible to all, NPU edge AI specializations, GPU deep learning tracks 
with shared access.

Safe & Trusted AI: Governance and trustworthiness emerge from socio-technical measures, 
testing, evaluation, documentation, and lifecycle controls, not hardware selection. Consistent 
with NIST AI RMF principles, the framework recognizes that compliance depends on process 
implementation and tooling quality applicable across all architectures. A distributed, 
heterogeneous compute strategy offers additional benefits including distributed security 
models (reducing centralized data transmission), enhanced flexibility for implementing 
governance controls, and ecosystem resilience through architectural diversity.
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The following examples are based on documented deployments and industry implementations 
demonstrating effective workload-appropriate architecture selection.

3.1 Agriculture: NPU Edge Deployment at Scale
Fasal - IoT-Based Precision Agriculture (2023-2025)

Background: Indian agritech company Fasal deployed AI-powered IoT stations across grape and 
chilli orchards to provide real-time agricultural intelligence to farmers.

Implementation:

	• 500 IoT stations deployed in 2023 as initial rollout

	• By FY 2024-25: Expanded to 18 states covering ~75,000-150,000 acres

	• Edge-AI chips running disease inference directly on-farm (NPU-style deployment)

	• Battery-powered with solar backup for remote operation

	• Integration with Tata TRQ's residue-tracking and Walmart's "Spray-Safe" procurement

Architecture: NPU edge devices for on-device sensor processing and initial AI inference, CPU 
backend for aggregated analytics and farm management systems, minimal GPU use (primarily 
for model development, not deployment).

Documented Outcomes:

	• Export-grade grape farmers in Nashik: ₹18,000/acre annual chemical savings (based on 
precision agriculture reports)

	• Compliance with EU Maximum Residue Levels (MRLs) maintained

	• Target: 100,000 farms by mid-2026 (1% of India's horticulture acreage)

	• "Spray Skip" model reduced pesticide use while maintaining yields

Key Success Factor: NPU-based edge processing enabled operation in areas with limited 
connectivity and power infrastructure. Centralized GPU processing would have required 
constant network access (unavailable) and reliable power (intermittent in rural areas). The 
distributed architecture made precision agriculture accessible to smallholder farmers for the 
first time.

Sector Applications:  
Real-World Case Studies3
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KissanGPT - Voice-Based Agricultural Advisory

Implementation: AI-powered voice assistant for farmers, resolving over 30,000 queries in local 
languages (as of July 2025).

Architecture: CPU-based for natural language processing and query resolution, NPU potential 
for mobile/edge deployment enabling offline access.

Impact: Significantly boosted farmer productivity through real-time information access without 
requiring smartphone literacy or continuous connectivity.

Sources: DigitalDefynd "15 Cutting-Edge AI Use-Cases Shaping India" (June 2025), IBEF "AI & 
Labour Transformation" (July 2025), industry precision agriculture reports

3.2 Healthcare: Heterogeneous Multi-Modal Deployment
Context: Healthcare institutions require AI across diverse functions, from advanced imaging in 
urban hospitals to basic monitoring in rural clinics, with varying infrastructure capabilities.

Real-World Reference Architecture (based on industry implementations):

NPU/Edge Layer - Wearable Health Monitoring:

	• Qualcomm Snapdragon Hexagon NPU: Deployed in billions of devices globally for 
continuous health monitoring

	• Applications: Wearable health tracking with on-device processing, real-time vital sign 
analysis

	• Benefits: "Eliminates need to transmit sensitive data to cloud" (Ceva, 2025), enabling 
privacy-compliant continuous monitoring

	• Power consumption: Few milliwatts enabling all-day operation

CPU Layer - Clinical Systems:

	• Electronic health records (EHR) integration leveraging CPU compatibility with existing 
hospital IT

	• Clinical decision support: medication interactions, diagnostic suggestions, treatment 
protocols

	• Regulatory compliance and audit trail generation (essential for healthcare regulatory 
requirements)

GPU Layer - Advanced Imaging:

	• Medical imaging analysis: CT/MRI interpretation, X-ray analysis, pathology

	• Regional hub model: One GPU-equipped center serving multiple facilities

	• Research applications: Drug interaction modeling, epidemiological analysis
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Industry Applications:

	• Automotive healthcare analogy: Real-time driver monitoring using Ceva Edge NPUs 
demonstrates similar architecture, edge processing for immediate response, cloud/central 
processing for aggregated analytics

	• Predictive maintenance patterns: Industrial IoT implementations using NPU edge devices 
for continuous monitoring parallel healthcare vital sign tracking architectures

Projected Benefits (based on similar deployments; subject to implementation variables):

	• Potential 4-6x expansion in patient monitoring coverage through affordable edge devices

	• Maintained diagnostic quality for imaging while enabling rural reach

	• Compliance with data privacy regulations through distributed processing

Note: Healthcare expansion projections assume successful pilot programs and regulatory 
approvals

Sources: Qualcomm Edge AI Alliance (March 2024), Ceva Edge AI Solutions (July 2025), BCG 
"Unlocking AI's Potential in India" (July 2025)

3.3 Education: CPU-Based Accessible AI Infrastructure
Research Universities (Leadership Tier):

	• GPU clusters for frontier research and large model training (essential capability)

	• Extensive CPU infrastructure for broad researcher and student access

	• NPU development platforms for edge AI research

	• Serve as regional hubs providing shared GPU access to surrounding institutions

Engineering Colleges (Development/Advanced Tier):

Real-World Pattern - CPU-Based ML Education: Modern server CPUs with AI optimizations 
(Intel Sapphire Rapids, AMD EPYC) provide sufficient performance for educational ML 
workloads:

	• Traditional machine learning algorithms (regression, classification, clustering)

	• Neural network fundamentals and model development

	• Data science and analytics projects

	• Model deployment and inference patterns

Cost-Effective Implementation:

	• CPU infrastructure: ₹15-25 lakhs enables labs serving 500+ students annually

	• Shared/cloud GPU access: ₹5-10 lakhs annually for specialized deep learning modules
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	• NPU edge devices: ₹10-15 lakhs for IoT and embedded AI projects

	• Total: ₹30-50 lakhs vs. ₹80-120 lakhs for dedicated GPU cluster

Workforce Preparation: Students gain experience across architectural diversity, essential for 
industry readiness where organizations deploy heterogeneous systems matching workloads to 
appropriate compute.

Business/Liberal Arts Schools (Foundation Tier):

	• User-friendly CPU-based analytics platforms for business intelligence and social research

	• Cloud-based AI tools requiring no specialized infrastructure

	• Focus on AI application and strategy rather than implementation

Aggregate Education Impact (projected, dependent on adoption rates):

	• Potential 700-900 institutions enabled vs. 50-75 with GPU-exclusive approach

	• 400-500K students annually with hands-on AI experience vs. ~50K

	• Graduated access model: Foundation institutions start with accessible infrastructure, 
progress to advanced tiers as capabilities develop

Note: Education projections assume sustained institutional investment and curriculum integration

Sources: Pure Storage "CPU vs GPU for Machine Learning" (Feb 2025), TRG Datacenters "Best CPU for AI" (April 2025)
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4.1 Total Cost of Ownership Analysis
Comprehensive TCO extends beyond hardware acquisition. The following estimates are based 
on industry data center analyses and should be validated through pilot programs:

Infrastructure Costs:

	• GPU clusters: Specialized cooling (₹15-25L/rack), high-capacity power (₹10-15L), backup 
systems (₹8-12L)

	• CPU systems: Standard cooling (₹5-8L/rack), conventional power (₹4-6L)

	• NPU edge: Minimal infrastructure, often solar-powered (₹2-3L regional management)

Operational Costs (50-device deployment, annual estimates):

	• GPU-only: ₹45L (power ₹28L, cooling ₹12L, maintenance ₹5L)

	• Heterogeneous: ₹22L (power ₹12L, cooling ₹6L, maintenance ₹4L)

	• Estimated annual savings: ₹23L (51% reduction)

Five-Year TCO (mid-sized institution, based on industry data center refresh analyses):

	• GPU-only: ₹5.2-5.8 crores

	• Heterogeneous: ₹3.0-3.5 crores

	• Estimated savings: ₹2.0-2.5 crores (35-45% reduction)

Industry analyses of data center refreshes suggest heterogeneous compute setups can reduce 
TCO by 20-50% depending on workload composition, infrastructure maturity, and operational 
practices. Actual savings will vary based on specific implementations.

4.2 Performance-Per-Rupee Optimization
Traditional benchmarks (FLOPS, throughput) fail to capture workload-specific efficiency. The 
framework advocates business-outcome-aligned metrics.

E-commerce Recommendation System Example (illustrative case based on industry patterns):

	• GPU-only: ₹85L infrastructure, 120ms response time

Economic Impact and 
Path to National Goals4



20

Catalyzing India's AI Ambition: 
A Strategic Framework for AI Compute & Model Democratization

	• Heterogeneous (CPU profiling + NPU edge caching + GPU training): ₹52L, 95ms response

	• Result: 38% cost reduction, 21% performance improvement, 60% lower latency variance

Note: Performance gains vary by workload characteristics and implementation quality

4.3 National-Level Economic Projections
Note: The following projections represent estimates based on NITI Aayog analysis, documented 
deployments, and industry trends. Actual outcomes depend on implementation quality, 
adoption rates, policy execution, and broader economic conditions.

IndiaAI Mission Context (as of October 2025):

	• ₹10,371.92 crore (₹10,300 crore) investment approved in March 2024

	• Approximately 38,000 GPUs deployed by October 2025, with ongoing procurement

	• Additional ₹2,000 crore allocation in 2025-26 Union Budget

	• Discussions in September 2025 regarding potential expansion to ₹20,000+ crores

	• 65% of Indians engage with AI (2x global average of 31%)

	• Strong foundation for heterogeneous expansion

Framework Trajectory Projections:

Infrastructure Optimization (estimated under optimistic adoption scenarios):

	• Strategic allocation across GPU (for training/parallel workloads), CPU (for traditional ML/
HITL), NPU (for edge deployment)

	• Estimated 20-30% efficiency gain through workload-appropriate deployment

	• Potential reinvestment capacity: ₹800-1,200 crores for skills, innovation, start-up programs

Institutional Reach Expansion (target projections):

	• Baseline (concentrated GPU deployment): 50-75 premier institutions

	• Framework (diversified deployment): Potential 500+ organizations through tiered access

	• Target 10x expansion in meaningful AI capability access

Workforce Development (aspirational targets):

	• Current trajectory: ~50,000 students annually with hands-on AI infrastructure

	• Framework trajectory: Potential 400-500K students through accessible CPU/NPU 
infrastructure plus shared GPU access

	• Critical for meeting projected industry demand for AI-skilled workforce
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Sectoral Impact Examples (conservative estimates based on documented deployments):

Sector Example Deployment Documented/Projected Impact

Agriculture Fasal-style IoT edge AI
₹18,000/acre savings (Nashik grapes, 
documented); Scale to 100K farms 
projected

Healthcare
NPU wearables + Regional GPU 
imaging

Potential 4-6x monitoring coverage 
expansion; maintained diagnostic 
quality

Education CPU-based ML labs + Shared GPU
Target 10x student reach (50K → 500K 
annually)

Aggregate Economic Contribution:

NITI Aayog's estimates for AI's economic contribution vary across reports:

	• September 2025 NITI Report: Projects additional $500-600 billion (~₹41,650-49,980 crore) 
beyond baseline GDP growth by 2035

	• Alternative estimates (NITI CEO statements, IBEF reports): Range from $967 billion to $2 
trillion total impact, depending on scope (direct vs. cumulative economic effects)

The heterogeneous framework approach aims to amplify these projections through:

	• Broader institutional participation enabling distributed innovation

	• Enhanced rural/edge deployment creating new use cases and markets

	• Workforce development at scale building innovation capacity

	• Reduced infrastructure barriers enabling SME and start-up participation

These projections represent aspirational targets contingent on successful policy 
implementation, sustained investment, and effective execution across multiple stakeholders. 
Results should be validated through phased pilot programs before national-scale deployment.

Sources: IBEF "AI & Labour Transformation" (July 2025), NITI Aayog reports (September 2025), documented Fasal 
deployment data (DigitalDefynd, June 2025), PIB announcements (2024-2025)
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The Defining Choice
India stands at a pivotal juncture in its AI journey. The ₹10,371.92 crore IndiaAI Mission 
investment, with discussions ongoing for potential expansion to ₹20,000+ crores as of 
September 2025, represents not merely a financial commitment but a fundamental choice 
about the nation's technological future. With approximately 38,000 GPUs already deployed as of 
October 2025, the critical question facing policymakers, institutions, and industry leaders is not 
whether India will invest in AI infrastructure, but how to deploy these resources for maximum 
national impact.

This framework presents two fundamentally different pathways:

Pathway 1 - Concentrated Excellence: Focus resources primarily on GPU infrastructure, 
creating centers of excellence serving 50-75 premier institutions with frontier capabilities. 
This approach produces approximately 50,000 AI graduates annually and maintains clear 
technological leadership in specific domains. Access is determined primarily by capital 
availability, with participation limited to well-resourced organizations.

Pathway 2 - Distributed Innovation: Deploy heterogeneous infrastructure matching diverse 
workloads to optimal architectures — GPUs for training and high-throughput inference, 
CPUs for traditional ML and enterprise integration, NPUs for edge deployment. This approach 
potentially extends AI capabilities to 500+ institutions through tiered access models, targeting 
500,000 AI graduates annually while maintaining GPU-powered frontier research where it 
provides maximum value.

The evidence presented in this framework demonstrates that these pathways are not mutually 
exclusive but complementary. The heterogeneous approach does not diminish GPU investment 
for appropriate workloads; rather, it expands the overall ecosystem by recognizing that different 
computational patterns require different optimal solutions.

Why Heterogeneous Infrastructure Matters: The Evidence
Economic Efficiency: Industry analyses consistently show that 30-50% of inference workloads 
currently running on GPU infrastructure can migrate to CPU-based systems with similar 
performance and 20-40% cost savings. Given that inference dominates production AI 
applications (80-90% of compute time), strategic architectural selection could yield estimated 

Conclusion: Charting India's 
Path to AI Leadership Through 
Intelligent Infrastructure

5
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TCO reductions of 20-50%, potentially freeing ₹800-1,200 crores for reinvestment in skills 
development, innovation programs, and start-up financing.

Access Democratization: Real-world case studies validate the framework's core premise. Fasal's 
agricultural IoT deployment across 75,000-150,000 acres in 18 states succeeds precisely because 
NPU edge processing operates in areas with limited connectivity and intermittent power — 
environments where centralized GPU processing would fail. Engineering colleges can establish 
comprehensive ML education programs with ₹30-50 lakh CPU-based infrastructure versus ₹80-
120 lakh dedicated GPU clusters, while accessing shared GPU resources for specialized deep 
learning modules.

Technical Appropriateness: The framework's Architecture-to-Workload Mapping demonstrates 
that computational requirements vary dramatically across use cases. Medical imaging analysis 
demands GPU parallel processing; patient record systems require CPU sequential logic and 
enterprise integration; remote health monitoring needs NPU power efficiency. Forcing all 
workloads onto a single architecture suboptimizes both performance and cost.

International Validation: The UK's £1+ billion AI Research Resource integrates diverse compute 
architectures for workload flexibility. The EU's AI-on-Demand platform achieves SME adoption 
rates 3x higher than GPU-exclusive regions through architectural flexibility. These precedents 
confirm that heterogeneity enhances rather than constrains ecosystem development.

Building Competitive Advantage Through Strategic Deployment
The heterogeneous approach creates distinctive national capabilities that extend beyond 
infrastructure cost savings:

Methodological Innovation: By developing expertise in workload-appropriate architecture 
matching, India builds replicable frameworks for efficient AI deployment across diverse 
contexts — from resource-constrained rural environments to urban research centers. This 
methodology itself becomes exportable intellectual property.

Edge AI Leadership: With 65% of India's population in rural areas facing infrastructure 
constraints, developing robust edge AI solutions addresses domestic needs while creating 
globally relevant technologies. NPU-based systems optimized for intermittent connectivity and 
limited power represent significant market opportunities in emerging economies worldwide.

Domain-Specific Excellence: The Innovation Centre's focus on agriculture, healthcare, 
education, and multilingual AI benefits from heterogeneous approaches. Agriculture SLMs on 
NPU edge devices, healthcare systems integrating CPU clinical logic with GPU imaging analysis, 
and models optimized for efficient inference across CPU/NPU platforms demonstrate sector-
specific optimization that generic GPU-only approaches cannot match.

Talent Pipeline Diversification: Exposing 400-500K students annually to architectural diversity 
prepares them for industry realities where organizations deploy heterogeneous systems. 
Graduates understand not just deep learning on GPUs but optimal architecture selection, 
system integration, and performance-cost trade-offs — skills increasingly valuable as AI 
deployment matures globally.

Nations achieving AI leadership through strategic resource optimization — Israel's cyber 
security expertise, Estonia's digital governance, South Korea's 5G integration — demonstrate 
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that scale combined with intelligent deployment creates sustainable competitive 
advantages. India's demographic and geographic diversity, addressed through workload-
intelligent infrastructure, positions the nation for similar leadership in practical, accessible AI 
implementation.

From Framework to Action: The Path Forward
This framework provides the foundational elements for transforming India's AI ambition into 
reality:

Validated Economics: 20-50% TCO optimization potential, demonstrated through industry data 
center analyses and conservative projections subject to pilot validation

Proven Technology: Case studies from agriculture (Fasal's documented ₹18,000/acre savings), 
education (CPU-based ML programs serving 500+ students), and healthcare (NPU wearables 
enabling privacy-compliant monitoring) confirm technical viability

Clear Methodology: Four pillars — 1) workload-centric classification, 2) cross-interaction 
paradigm, 3) progressive implementation, 4) institutional maturity model — offer actionable 
guidance for diverse stakeholders

Measurable Outcomes: Targets spanning access (500+ institutions, 500K students annually), 
efficiency (35-45% TCO reduction), and impact (amplifying NITI Aayog's $500-600B GDP 
projection) provide accountability mechanisms

Coordinated execution across multiple stakeholders:

1.	 Policy for recognition of CPU/NPU alongside GPU, establish tiered access programs, and 
create resource pools.

2.	 Workload audits conducted with phased implementation plans aligned with maturity tiers 
and integrate heterogeneous computing into academic curricula.

3.	 To establish regional AI hubs.

4.	 Industry evaluates infrastructure vis-a-vis workload requirements, pilot heterogeneous 
deployments, and contribute to reference architecture development.

5.	 Technology providers to develop integrated orchestration solutions, create India-specific 
reference designs, and support shared access models.

The Opportunity: India's AI Decade
The convergence of substantial public investment (₹10,371.92+ crore), significant GPU 
deployment (38,000+ units), high population engagement with AI (65% vs. 31% global 
average), and proposed funding expansion (potential ₹20,000+ crore) creates unprecedented 
opportunity. The question is whether India will optimize this investment for maximum national 
impact.

NITI Aayog projects AI could contribute $500-600 billion to India's GDP by 2035, with alternative 
estimates ranging higher depending on scope. The heterogeneous framework amplifies these 
projections through:
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	• Broader participation: 500+ institutions versus 50-75, enabling distributed innovation across 
geographies and sectors

	• Enhanced rural deployment: Edge AI creating new use cases in agriculture, healthcare, 
education, and governance serving 100M+ rural population

	• Workforce at scale: 400-500K annually versus ~50K, building innovation capacity meeting 
industry demand

	• Reduced barriers: Lower infrastructure costs and tiered access enabling SME and startup 
ecosystem participation

Beyond economic metrics, the framework addresses fundamental questions of inclusion 
and technological sovereignty. Should AI capabilities remain concentrated in well-resourced 
institutions, or can strategic deployment extend benefits across India's diverse educational, 
geographic, and economic landscape? Can India develop indigenous edge AI platforms 
addressing domestic infrastructure constraints while creating globally relevant solutions?

India's AI Future: A Call to Intelligent Action
India's AI future emerges not from choosing between architectures but from matching 
workloads to optimal compute resources. GPUs remain essential for training large models, 
frontier research, and high-throughput parallel processing — the framework explicitly 
recommends 40% GPU allocation for these critical capabilities. The opportunity lies in 
recognizing that CPUs excel at traditional ML, HITL workflows, and enterprise integration, while 
NPUs enable edge deployment in power-constrained environments. This nuanced approach 
expands rather than restricts infrastructure choices.

The heterogeneous framework transforms the IndiaAI Mission from an infrastructure 
procurement program into an ecosystem-building strategy. By acknowledging computational 
diversity, it creates pathways for institutions at all maturity tiers — from foundation 
organizations beginning their AI journey with accessible CPU infrastructure to leadership 
institutions operating cutting-edge GPU clusters while serving as regional hubs.

The choice facing India's AI community is clear: pursue concentrated excellence serving a 
privileged few or build distributed innovation enabling inclusive participation. The evidence 
supports heterogeneous deployment. The methodology provides actionable guidance. 
The case studies demonstrate technical viability. The economic analysis confirms financial 
prudence.

What remains is collective commitment to expanding infrastructure choices intelligently thus 
ensuring GPU resources reach workloads requiring massive parallel processing, providing 
CPU alternatives for sequential logic and enterprise integration, and deploying NPU solutions 
enabling edge AI in infrastructure-constrained environments.

India's path to AI leadership runs through workload-aware infrastructure deployment. By 
making strategic architectural choices today, India builds the inclusive, innovative, globally 
competitive AI ecosystem that will define its technological trajectory for decades to come.

The opportunity is transformative. The framework is comprehensive. The moment is now.
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Invitation to Stakeholders
This framework represents the beginning of a national conversation, not its conclusion. We 
invite policymakers, academic leaders, industry practitioners, and technology providers to 
engage with these ideas, pilot heterogeneous approaches in their contexts, and contribute to 
evolving best practices.

For detailed technical consultation on deployment scenarios, workload assessment 
methodologies, or reference architecture design, stakeholders may engage with:

	• IndiaAI Innovation Centre for domain-specific guidance

	• Leading technology partners for platform integration expertise

	• Academic centers of excellence for research collaboration

	• Regional AI hubs for shared infrastructure access

Together, we can catalyze India's AI ambition through intelligent infrastructure choices that 
expand access, optimize costs, and accelerate innovation across the world's largest democracy.

Quick Reference: Architecture Selection Guide

If Your Application... Consider Because...

Trains large neural networks (>1B 
parameters)

GPU
Requires massive parallel matrix 
operations

Performs real-time inference (<100ms 
latency)

GPU
Parallel processing minimizes 
latency

Processes sequential business logic CPU
Sequential processing and control 
flow are strengths

Integrates with existing enterprise 
systems

CPU
Broad compatibility and audit 
capabilities

Deploys to power-constrained edge NPU
Ultra-low power enables battery/
solar operation

Operates with intermittent connectivity NPU
Autonomous operation without 
constant network

Requires comprehensive audit trails CPU
Superior logging and compliance 
monitoring

Analyzes medical imaging (CT/MRI/X-ray) GPU Complex visual pattern recognition

Monitors IoT sensor networks NPU
Distributed inference with minimal 
power

Implements chatbot with human 
validation

CPU + GPU
CPU for logic/integration, GPU for 
language model



27

Catalyzing India's AI Ambition: 
A Strategic Framework for AI Compute & Model Democratization

Enables rural telemedicine NPU + CPU
NPU for edge diagnostics, CPU for 
backend

Has budget <₹20 lakhs for complete 
system

CPU + 
shared GPU

CPU for owned infrastructure, 
shared GPU for training

Needs to scale to 100+ locations
NPU + CPU 
+ regional 

GPU

Distributed NPU/CPU, centralized 
GPU hub
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